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1 Introduction

The very first proposed application of quantum computers can be traced back to Feynman’s idea of simulating
quantum physics on a quantum device. Machine learning is another much newer area where quantum computers
are believed to possibly bring advantages in certain learning problems, and in fact there are provable speed ups
achieved by a quantum algorithm [LAT21, SG04, SSHE21, JGM+21] for specific machine learning problems
based on cryptographic assumptions. Relating back to the original Feynman’s idea of simulating quantum
physics, machine learning problems in quantum many body physics seem a natural scenario where learning
advantages could arise. Indeed, in [GD23] it was elucidated that learning problems with provable speed-ups
can be derived from any BQP-complete functions, facilitating connections to more physical scenarios. In this
work we construct physically relevant machine learning problems with provable quantum-classical separations.
Specifically, we consider learning problems where an experimentalist wants to predict expectation values of an
unknown observable from measurements on input quantum states which can either be ground states of local
Hamiltonians or time evolved states. By considering a continuous concept class and using a quantum algorithm
that learns the unknown concept from data through a natural machine learning method, we take a further step
from the work in [GD23]. Our result is a proof of learning advantages for different types of quantum observables.
Firstly, we prove an exponential quantum advantage in learning observables constructed as an unknown linear
combination of Pauli strings. Then we extend our quantum speed-up result to the far more general case of
unitarily-parametrized observables, linking our results to the extensive body of literature on learning unknown
unitaries from query access. We summarize our main results in Table 1.

Class of observables Learning Problem
Existence of a

Learning Advantage

Linear combination of Pauli strings

Time Evolution Problem Yes

Ground State Problem Yes

Flipped Concepts No - Classically easy

Unitarily-parametrized Observables

Learning the observable Yes

Hamiltonian Learning No - Classically easy

Identifying the concept
Unknown -

Classical hardness unknown

Table 1: Main results of this paper

2 The learning problems

In the first result of our work we take into consideration the scenario where experimentalists can time evolve
arbitrary input states under a fixed Hamiltonian for constant time, however they do not have full control over
the input state preparation. We model this by allowing the input states to be sampled randomly from an
unknown distribution of quantum states, subsequently they undergo a time evolution before being measured by
an unknown observable. The experimentalists collect the corresponding measurement outcomes and the goal
is to predict expectation values of the unknown observable on new input states. This simple scenario is later
significantly generalized in our work to cases where the inputs are known Hamiltonians, and the problem is not
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time evolution but rather learning measurements on their ground states. In both cases, we rigorously model
the colloquially described learning tasks using concept classes within the PAC learning framework

Let H be a Hamiltonian and fix a constant time τ , we model the time evolution learning problem by the
following concept class

FH,O
evolved = {fα(x) ∈ R | α ∈ [−1, 1]m} (1)

with fα(x) : x ∈ {0, 1}n → fα(x) = Tr[ρH(x)O(α)] & O(α) =

m∑
i=1

αiPi. (2)

In the above, x specifies the initial state |x⟩, ρH(x) the constant time evolved state ρH(x) = U |x⟩ ⟨x|U† with
U = eiHτ and each Pi is a k-local Pauli string where m scales polynomially with n. The goal of the ML learning
algorithm is to learn a model h(x) which approximates the unknown concept fα(x) = Tr[ρH(x)O(α)], using as
training samples data of the form T α

ϵ3 = {(xℓ, yℓ)}Nℓ=1 where yℓ ≈ϵ3 f
α(xℓ) is an additive error ϵ3-approximation

of the true expectation value Tr[ρH(xℓ)O(α)]. Considering datasets with approximated values makes the
learning problem closer to real world scenarios where measurements are affected by sampling errors. Formally, we
assume a maximum (sampling) error ϵ3 on the training labels yℓ of our dataset, i.e. ϵ3 = maxℓ |Tr[ρH(xℓ)O(α)]−
yℓ|. It is now possible to formally state our learning condition. Assuming the xℓ’s in the training data come

from an unknown distribution D, we require that the ML model learns the concept class FH,O
evolved in the following

sense.

Definition 1 (Efficient learning condition). A concept class F is efficiently learnable with respect to the
distribution D if for every ϵ, ϵ3 > 0 and 0 < δ < 1, there exists a poly(1/ϵ, 1/δ, 1/ϵ3, n)-time algorithm A such
that for any fα in F and for any training set T α

ϵ3 of poly(1/ϵ, 1/δ, 1/ϵ3, n) size, h(.) = A(T α
ϵ3 , .) satisfies with

probability 1− δ:
Ex∼D

[
|fα(x)− h(x)|2

]
≤ ϵ (3)

Notice that the learning algorithm possesses no prior knowledge regarding the observable O(α), except for
the fact that it is a k-local operator. Any additional information regarding O(α) can exclusively be derived
from the training samples within T α

ϵ3 . In particular the vector α, which defines the specific concept in the
concept class, is unknown to the learning algorithm. While the classical hardness of the learning problem relies
on considering a specific α for which the evaluation of fα(x) is known to be hard, the quantum algorithm will
use a LASSO regression to infer a parameter w ∈ [−1, 1]m close to the target α so that condition (3) is satisfied.

We can now state the first result of our work, namely the existence of a concept class for the time evolution
learning problem learnable by a quantum algorithm but for which no classical algorithm can meet the learning
condition of Eq. (3).

Theorem 1 (Learning advantage for the time evolution problem). Under the assumption that there exists a

distribution D′ such that BQP ̸⊂ HeurPD′
/poly, then for any BQP-complete language there exists an associated

distribution D over the input values x ∈ {0, 1}n, a Hamiltonian Hhard and a set of observables {O(α)}α
such that no classical algorithm can solve the time evolution learning problem, formalized by the concept class
FHhard,O

evolved , in the sense of Def. 1 given data T α
ϵ3 = {(xℓ, yℓ ≈ϵ3 f

α(x))}Nℓ=1 sampled from D. However, there

exists a quantum algorithm which learns FHhard,O
evolved under any distribution D.

We define the class HeurPD/poly as the class of languages L that can be decided in HeurP/poly under the
distribution D, i.e. HeurPD/poly = {L | (L,D) ∈ HeurP/poly}. Specifically, we consider (L,D) ∈ HeurP/poly
if there exists a polynomial-time Turing machine that, given an advice string of polynomial-size depending only
on the input size, can correctly decide instances of the language L on average with respect to the distribution
D.

Theorem 1 is proven by explicitly constructing an example of a provable classically hard time-evolution
problem and providing a quantum algorithm with learning guarantees.

Classical hardness The hardness condition relies on the assumption BQP ̸⊂ HeurPD/poly for some dis-
tribution D. Based on that we can associate to any BQP-complete problem an Hamiltonian Hhard such that
the time evolution problem lies outside HeurP/poly for a specific input distribution D. As measuring the Z
operator in the first qubit is already BQP complete (and it corresponds to a particular concept), this suffices
to prove the hardness of learning the concept class.

Quantum learnability To establish the quantum learnability of the classically hard concept class con-
structed above for the time evolution problem, we present a quantum algorithm directly. This algorithm
accurately predicts any concept in the associated learning problem with high probability when provided with a
polynomial number of training data samples and running in polynomial time. The central idea involves leverag-
ing the capability of the quantum algorithm to efficiently prepare the time-evolved states ρH(x), for any input
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local Hamiltonians H and, in particular, for the hard instances of Hhard considered in our hardness result. For
every point xℓ we construct a vector ϕ(xℓ) ∈ [−1, 1]m of expectation values of the single Pauli strings present in
O on the time evolved quantum states, i.e. ϕ(x) = [Tr[ρH(x)P1], ...,Tr[ρH(x)Pm]]. The model h(x) = w · ϕ(x)
is then trained on the data samples with a LASSO regression to find a w∗ so that the trained model is in
agreement with the training samples, i.e. h∗(xℓ) = w∗ · ϕ(xℓ) ≈ yℓ for any (xℓ, yℓ) ∼ T α

ϵ3 . As the ℓ1-norm
of the optimal wopt = α scales polynomially in n, imposing the constraint ||w||ℓ1 ≤ B with B = O(n) in the
LASSO regression will allow obtaining an error ϵ in the generalization performance using a training set of at
most polynomial size.

3 Generalization to observables parametrized by unitaries

The second main result of our work involves the far more general case where the unknown observable is param-
eterized through a unitary matrix, i.e. O(α) = W (α)OW †(α) where O is a hermitian matrix. Our findings in
this scenario will be of two kinds. First we show as a general result that for every method which learns a unitary
W given query access on a known distribution of input quantum states there exists a learning problem which ex-
hibits a classical-quantum advantage. Then we concretize the general result by presenting a constructed example
of a learning problem defined by a class of unitary-parameterized observables, showcasing a provable speed-up.
Before stating our findings, let us properly introduce the learning problem under consideration. Imagine the
scenario where the experimentalist once more measures observables on evolved quantum states. However, in
this case, they lack control over the entire evolution, with a portion of it remaining unknown. Specifically, the
experimentalist will receive measurements on input-dependent states |ψ(x)⟩ = W (α)U(x) |0⟩ for an unknown
fixed α. Their objective remains predicting expectation values on states |ψ(x′)⟩ for new inputs x′. Concretely
such a scenario corresponds to the following concept class:

MU,W,O = {fα(x) ∈ R | α ∈ [−1, 1]} (4)

with fα(x) : x ∈ X ⊆ {0, 1}n → Tr[ρU (x)O(α)] ∈ R & O(α) =W (α)OW †(α). (5)

where ρU (x) = U(x) |0⟩ ⟨0|U†(x) and O is a hermitian matrix. Given as training data T α = {(xℓ, yℓ)}Nℓ=1 with
E[yℓ] = Tr[ρU (xℓ)O(α)], the goal of the learning algorithm is again to satisfy the learning condition of Def. 1.
We are now ready to state the second main general result of our work:

Theorem 2 (Learning advantage for unitarily-parametrized observables). Every (non-adaptive)1 learning algo-
rithm AW for learning a unitary W (α) ∈ {W (α)}α, where the probe states {|ψl⟩}land observables {Qm}m come
from discrete sets S = {|ψℓ⟩}ℓ and Q = {Qm}m (or they can be discretized with controllable error), induces a
classical-input-classical-output learning problem with a quantum-classical learning advantage.

A sketch of the proof can be found in Figure 1. The full proof of Theorem 2 together with a concrete example
of learning separation with unitarily parametrized observables can be found in the manuscript.

nQ

...

|x1⟩

U(x) VA

|xQ⟩

nS

|0⟩

W (α) ⟨O⟩

|0⟩

|ψU (x)⟩|ψU (x)⟩

Figure 1: Quantum model which exhibits a learning speed-up for the concept class MU,W,O. The unitary U(x)
prepares the state |ψU (x)⟩ = |x1⟩ ⊗ |xQ⟩ ⊗ |ψnS

U (xS)⟩ where the form of |ψnS

U (xS)⟩ depends on x1, the first
bit of each input x ∈ {0, 1}n. If x1 = 0, then |ψnS

U (xS)⟩ = |ψxS
⟩ ∈ S is the nS qubit state described by the

bitstring xS = x2x3...xnS
of the set S of polynomially describable quantum states needed to learn W (α). If

x1 = 1, then |ψnS

U (xS)⟩ is the quantum state which decides the nS input bits xS , considered as input of a
BQP-complete language L over the bitstrings xS ∈ {0, 1}nS . W (α) is an unknown parametrized unitary, in
order to prove classical hardness it is sufficient to consider W (α = 0) = I⊗nS and the measurement operator to
be O = Z ⊗ I ⊗ ...⊗ I on the nS qubits register. The unitary VA rotates the measurement operator O so that,
when x1 = 0, the final measurement is an operator QxQ

described by the bitstring xQ. This provides the right
training samples to learn W (α), as explained in the proof of Theorem 2.

1Non-adaptive means that the algorithm probes the unitary with some input states and measures some observables which are
chosen independently, meaning they do not have any choice which depends on previous outcomes.
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