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I. INTRODUCTION

Sequential learning problems are ubiquitous in many
domains, including natural language processing, time se-
ries analysis, and bioinformatics. Recent work has shown
that certain quantum machine learning (QML) models
possess memory advantages over their classical counter-
parts [1, 2] which arise due to the properties of quan-
tum contextuality [3, 4]. These results were proven for
QML models including discrete-variable models called
basis-enhanced Bayesian quantum circuits (BBQCs) and
continuous-variable contextual recurrent neural networks
(CV-CRNNs). For both types of models it was shown
that they can express probability distributions over n
qubits (or qumodes in the case of the CV-CRNNs) where
any similar classical model trying to approximate the
same distribution would require a quadratically larger
latent space in order to achieve a finite Kullback-Leibler
(KL) divergence. This implies that sequential QML
models can more efficiently (i.e., using smaller mod-
els containing fewer parameters) represent the correla-
tions within sequential training data. Furthermore, a
quadratic separation in model size will generally yield
a superquadratic advantage in terms of inference time
which typically scales superlinearly with the model size
[2, 5–7].

Here, we focus on discrete-variable models, studying
their performance on gene sequence data sets and devel-
oping techniques to address their primary shortcomings.
The main limitation of the BBQC models is a linear scal-
ing in the number of qubits with respect to the length of
the training sequences. Interestingly, similar ideas re-
lated to the CV-CRNNs reappear when we begin to ad-
dress the scaling limitations of the BBQCs by developing
discrete-variable quantum and quantum-inspired recur-
rent models — although it is important to note that the
models we consider fundamentally differ from the prior
CV-CRNNs in their implementation (i.e., the use of con-
tinuous qumodes versus discrete qubits and bits).

Considering classical models such as Bayesian quan-
tum circuits (BQCs) and recurrent neural networks
(RNNs) as a baseline for performance, we analyze
both purely quantum (BBQCs and QRNNs) as well as
quantum-inspired approaches which we refer to as “con-
textual recurrent neural networks” (CRNNs). Specifi-
cally, we develop and evaluate CRNNs which are a purely
classical implementation that differ from the baseline
RNNs by reshaping the model’s latent space vector into
a square matrix. While this work focuses on the specific
task of genomic sequence learning — training the mod-
els to predict the next nucleotide in the sequence — the
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FIG. 1: Bayesian networks (graphical model on the left)

can be equivalently expressed as a quantum circuit
(blue box). Basis-enhanced BQCs (circuit within the

blue plus orange boxes) are a more expressive, quantum
extension of Bayesian networks.

general applicability of these sequential models and their
potential advantages extends to a much greater range of
data including natural language and time series data sets.
The rest of the paper is organized as follows. First, in

Section II, we describe the general structure of the BQC
and BBQC models and present our empirical evaluation
of their performance on genomic sequence data sets —
demonstrating the superior expressivity of the quantum
BBQC models. Then, in Section III, we address the pri-
mary scaling limitation of the BBQC models by turning
our attention to the development of quantum and contex-
tual recurrent models, describing their implementation,
and discussing the empirical simulation results we have
collected thus far.

II. BAYESIAN MODELS FOR GENOMIC
SEQUENCE LEARNING

Bayesian networks are a general class of generative
learning models which use a graphical structure to pa-
rameterize a probability distribution. Popular examples
of such models include k-grams and hidden Markov mod-
els and they have often been used for translation, speech
recognition, and text completion tasks [8].
Given a Bayesian network, it can be equivalently

mapped to a member of a restricted family of quantum
circuits referred to as BQCs [1, 9]. Although the BQCs
are represented using the framework of quantum circuits,
they can still be considered as “classical” models since
the equivalence map is defined such that the probability
distribution produced by the Bayesian network is equal
to that produced by measuring all of the BQC’s qubits
in the computational basis. The general circuit structure
of a BQC is shown within the blue box in Figure 1.
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FIG. 2: Final KL Divergence achieved by BQC and BBQC models on the three gene sequence data sets. The
quantum BBQC models consistently achieve lower KL divergence across the range of sequence lengths.

In [1], Gao et al., introduce a class of models called
BBQCs that extend the BQC definition with a final layer
of parameterized single-qubit gates, shown within the or-
ange box in Figure 1. In particular, Gao et al., proved
that the BBQC model possesses a memory advantage
over the BQC models that allows them to more efficiently
express certain probability distributions [1]. In practice,
this means that the quantum BBQC models may be able
to more easily capture the correlations that exist within
sequential data sets.

A. Evaluation on Genomic Sequence Data Sets

To test the modeling capabilities of the classical BQC
and quantum BBQC models, we focus our attention on
three separate genomics data sets all of which contain
strings composed of the four {A,C,G, T} nucleotide char-
acters. Two of the data sets, from University of Califor-
nia Irvine [10] and the online Hugging Face repository
[11], contain gene sequences that correspond to promoter
or non-promoter genes. The third data set is composed
of sequences found in yeast chromosomes [12].

We compare the performance of the classical BQC and
quantum BBQC models by training them to approxi-
mate the distribution of sequences observed in the train-
ing data sets. The models are trained under a KL di-
vergence loss which quantifies the distance between the
data (i.e., target) distribution Pdata and the distribution
Pmodel defined by the model as DKL(Pdata||Pmodel) =∑

s Pdata log
Pdata

Pmodel
, where the sum is over sequences s.

In practice, care must be taken to handle infinite KL
divergence which can arise when the two distributions
have non-overlapping support. For a range of sequence
lengths, we train three randomly initialized BQC and
BBQC models, and take the instance which achieved
the lowest loss to produce the plots shown in Figure
2. Note that, for equal model size, the BBQC has a
slight advantage over the BQC since it contains an ex-
tra layer of parameterized gates and therefore it may
be reasonable to assume that this is the sole source of

the expressivity separation. However, we observe that
the BBQCs still outperform the BQCs even when they
contain fewer parameters. The number of parameters
in the models shown in Figure 2 are {BQC2−ctrls :
75,BBQC2−ctrls : 90,BQC3−ctrls : 135,BBQC3−ctrls :
150}. Therefore, considering the relative performance
between the BBQC2−ctrls and BQC3−ctrls models shows
that the number of parameters (90 vs. 135) is not the
only factor contributing to the quantum models expres-
sivity advantage.

III. RECURRENT MODELS FOR GENOMIC
SEQUENCE LEARNING

The primary limitation of the BQC and BBQC models
is the linear dependence between model size and sequence
length. This can be seen in Figure 1 where the number
of qubits grows as longer sequences {x1, . . . xi} are con-
sidered. To address this limitation we turn our focus
to recurrent models that are capable of handling arbi-
trary length sequences with constant model size [6, 13].
Very briefly, RNNs are characterized by a recurrent unit
which contains a hidden state ht−1 ∈ RH , and each char-
acter of the training sequence is iteratively fed into the
model. In each iteration t, the current character xt ∈ RI

is input to the recurrent unit and the hidden state is
updated ht = G(W1ht−1 + W2xt + b1), where W1,W2

are parameterized weight matrices, b1 is a parameterized
bias, and G is some activation function (common choices
include ReLU, tanh, or sigmoid). Then an output char-
acter yt = G(W3ht + b2) is generated. We will see below
contextual and quantum variants of this general recur-
rent framework.

A. Contextual RNNs

The key difference between a vanilla RNN, described
above, and a CRNN is a reshaping of the hidden state

ht ∈ R
√
H×

√
H into a square matrix rather than a col-
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RNN vs CRNN
Equal

Memory
Equal

Inf. Time
Equal

# weights
Memory (M) M T 0.5 vs. T 0.71 W 0.5 vs. W
Inf. Time (T) N2 vs. N1.41 T W vs. W 1.41

# Weights (W) N2 vs. N T vs. T 0.71 W

TABLE I: Scaling comparison of RNN vs. CRNN.
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FIG. 3: Comparing performance of CRNN (dashed
lines) vs. RNN (solid lines) of different model sizes on

UCI promoter gene sequences of length 20.

umn vector. This change is inspired by the stabilizer
formalism typically used to describe quantum systems,
and it was our investigations of QRNNs that led to the
CRNN idea. Although this appears to be a very minor
change it results in asymptotically different scaling of the
CRNN’s memory space and inference time as a function
of model size. This is detailed in Table I which com-
pares the asympotic scaling of a vanilla RNN versus the
CRNN. The asmptotic values for the CRNN stem from
the matrix-matrix multiplications that appear within in
the recurrent unit (as opposed to the matrix-vector op-
erations in the RNN). The computational complexity of
matrix-matrix multiplication using the latest state-of-

the-art algorithm is O(
√
H

2.372
) [14]. However, the ex-

ponents reported in Table I assume the use of Strassen’s

algorithm [15] with O(
√
H

2.81
) which is commonly used

in practice given the galactic scaling of the current state-
of-the-art algorithm [16].

The tradeoffs introduced by the reshaping of the hid-
den state within the CRNN restrict the overall expressiv-
ity of the model in exchange for improved scaling of mem-
ory dimension and inference time — which we hypothe-
size to be particularly well-suited to sequential learning
tasks. Notably, reduced expressivity is not necessarily a
disadvantage so long as the reduced class of expressible
functions includes the target function of interest, and in
practice smaller models tend to generalize better than
larger models [17, 18]. We have begun to investigate
the performance of the CRNN models compared to the
baseline RNN implementation by training the models to

predict the next character in the UCI genomic sequence
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Training Loss
Testing Accuracy
RNN, 169 params
QRNN, 30 params

FIG. 4: Training and test loss for classifying 6-bit
palindrome sequences.

data. Figure 3 shows the loss for a range of model sizes
trained on gene sequences of length 20. Note that the
CRNN is able to achieve competitive or better loss val-
ues using a fraction of the parameters.

B. Quantum RNNs

Finally, our ongoing work is focused on designing
QRNNs and evaluating them head-to-head against the
CRNN and RNNmodels in simulation. The overall struc-
ture of the model closely resembles that of the baseline
RNN, except that the hidden and input states are now
represented as quantum states over qubit registers. The
output yt of the model is obtained by performing a Pauli
measurement on the input qubit which is then reset to
the |0⟩ state prior to the next iteration. Properly train-
ing the model, accounting for the projection operators
on the input/output qubits, and correctly tracking the
state of the hidden qubits can be quite challenging. We
used the torchquantum Python package to implement
and train the QRNN models, exploiting our knowledge
of the true statevector during simulation to automatically
compute model gradients for optimization [19]. As a san-
ity check to verify the correctness of our implementation,
we trained both classical RNN and QRNNs to classify
bitstrings as palindromes or not palindromes. Figure 4
shows the training loss and testing accuracy achieved by
the two types of models, showing that they are able to
successfully master this task.

Looking forward, we continue to improve the design of
the QRNNs and are especially interested in (1) evaluat-
ing the quantum models on the same genomic sequence
prediction task against the RNN and CRNN models, and
(2) optimizing the quantum resources required to imple-
ment the QRNNs in hardware so that we may begin to
test the impacts of noise on their performance.



4

[1] X. Gao, E. R. Anschuetz, S.-T. Wang, J. I. Cirac, and
M. D. Lukin, Enhancing generative models via quantum
correlations, Physical Review X 12, 021037 (2022).

[2] E. R. Anschuetz, H.-Y. Hu, J.-L. Huang, and X. Gao, In-
terpretable quantum advantage in neural sequence learn-
ing, PRX Quantum 4, 020338 (2023).

[3] G. Kirchmair, F. Zähringer, R. Gerritsma, M. Klein-
mann, O. Gühne, A. Cabello, R. Blatt, and C. F. Roos,
State-independent experimental test of quantum contex-
tuality, Nature 460, 494 (2009).

[4] M. Howard, J. Wallman, V. Veitch, and J. Emerson, Con-
textuality supplies the ‘magic’for quantum computation,
Nature 510, 351 (2014).

[5] J. J. Hopfield, Neural networks and physical systems with
emergent collective computational abilities., Proceedings
of the national academy of sciences 79, 2554 (1982).

[6] S. Hochreiter and J. Schmidhuber, Long short-term mem-
ory, Neural computation 9, 1735 (1997).

[7] A. Vaswani, N. Shazeer, N. Parmar, J. Uszkoreit,
L. Jones, A. N. Gomez,  L. Kaiser, and I. Polosukhin, At-
tention is all you need, Advances in neural information
processing systems 30 (2017).

[8] V. Teller, Speech and language processing: an introduc-
tion to natural language processing, computational lin-
guistics, and speech recognition (2000).

[9] G. H. Low, T. J. Yoder, and I. L. Chuang, Quantum
inference on bayesian networks, Physical Review A 89,
062315 (2014).

[10] C. Harley, R. Reynolds, and M. Noordewier,
Molecular Biology (Promoter Gene Sequences),
UCI Machine Learning Repository (1990), DOI:
https://doi.org/10.24432/C5S01D.

[11] Hugging Face Datasets: yurakura-
tov/example promoters 2k, https://huggingface.

co/datasets/yurakuratov/example_promoters_2k,
accessed: 2024-01-01.

[12] E. D. Wong, S. R. Miyasato, S. Aleksander, K. Karra,
R. S. Nash, M. S. Skrzypek, S. Weng, S. R. Engel, and
J. M. Cherry, Saccharomyces genome database update:
server architecture, pan-genome nomenclature, and ex-
ternal resources, Genetics 224, iyac191 (2023).

[13] I. Sutskever, Training recurrent neural networks (Univer-
sity of Toronto Toronto, ON, Canada, 2013).

[14] V. V. Williams, Y. Xu, Z. Xu, and R. Zhou, New bounds
for matrix multiplication: from alpha to omega, in Pro-
ceedings of the 2024 Annual ACM-SIAM Symposium on
Discrete Algorithms (SODA) (SIAM, 2024) pp. 3792–
3835.

[15] V. Strassen, Gaussian elimination is not optimal, Nu-
merische mathematik 13, 354 (1969).

[16] R. J. Lipton and K. W. Regan, People, Problems, and
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