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Abstract—Quantum Machine Learning (QML) offers empirical advan-
tages in sequential control tasks and time-series modeling, particularly
through Quantum Recurrent Neural Networks (QRNNs) for memory-
intensive tasks. However, QRNNs face challenges like long training
times due to the high demands of computing quantum gradients during
backpropagation-through-time (BPTT). To address these issues, this pa-
per introduces Quantum Fast Weight Programmers (QFWP), which use a
classical neural network (’slow programmer’) to incrementally adjust the
parameters of a variational quantum circuit (’fast programmer’). This
method allows the fast programmer to integrate past information without
needing QRNNs. Numerical simulations show that QFWP is effective in
time-series prediction and reinforcement learning, performing at or above
the level of QLSTM-based models.

I. MOTIVATION

Quantum computing (QC) promises to outperform classical sys-
tems in complex tasks, but current limitations like the lack of error
correction and fault tolerance complicate the use of deep quantum
circuits. Noisy intermediate-scale quantum (NISQ) devices need
specialized circuit designs to maximize their potential. A recent
hybrid quantum-classical approach leverages quantum computers
for specific tasks while classical systems handle computations like
gradient calculations. While this hybrid model has shown some
success in machine learning (ML), challenging ML tasks that require
memory capabilities remain underexplored in the quantum domain.

II. CHALLENGE

Time-series modeling and reinforcement learning (RL) in the
context of ML require specialized memory mechanisms to effectively
retain past observations. Classical ML has made significant strides
in these areas using deep neural networks (DNN), as demonstrated
by seminal works like LSTM by [1], Transformer by [2], and deep
Q-learning by [3]. However, the investigation of these tasks within
Quantum Machine Learning (QML) is still largely unexplored. Cur-
rent QML methods designed for addressing time-series modeling or
RL tasks, demanding the retention of past observations, such as those
utilizing quantum recurrent neural networks (QRNNs), encounter
prolonged training time. This challenge arises from the necessity to
compute quantum gradients across extensive or deep circuits and the
substantial quantum circuit evaluations required to gather expectation
values.

III. APPROACH

This paper introduces the Quantum Fast Weight Programmers
(QFWP), a framework that employs a classical neural network,
referred to as the ’slow programmer,’ to efficiently update the
parameters of a variational quantum circuit, known as the ’fast
programmer.’ This approach aims to tackle challenges in time-series
prediction and RL without the need for QRNN, as illustrated in
Figure 1. The classical FWP was originally proposed by [4] as a
method wherein one neural network is trained to rapidly adjust the
weights or parameters of another neural network. In the proposed
quantum fast weight programmers (QFWP), we employ the hybrid
quantum-classical architecture to leverage the best part from both

the quantum and classical worlds. We employ the classical neural
networks to build the slow networks, which will generate the values
to update the parameters of the fast networks, which is actually
a VQC. As shown in Figure 1, the input vector x⃗ is loaded into
the classical neural network encoder, the output from the encoder
network is then processed by another two neural networks. One
of the network will generate an output vector [Li] with the length
equals to the number of VQC layers, and the other network will
generate an output vector [Qj ] with the length equals to the number
of qubits of the VQC. We then calculate the outer product of
[Li] and [Qj ]. It can be written as [Li] ⊗ [Qj ] = [Mij ] =

[Li × Qj ] =


L1 ×Q1 L1 ×Q2 · · · L1 ×Qn

L2 ×Q1 L2 ×Q2 · · · L2 ×Qn

...
. . .

...
Ll ×Q1 Ll ×Q2 · · · Ll ×Qn

, where l is

the number of learnable layers in VQC and n is the number of
qubits. At time t+1, we can calculate the updated VQC parameters
as θt+1

ij = f(θtij , Li × Qj), where f is a function to combine the
parameters from the previous time-step θtij and the newly computed
Li × Qj . In the time series modeling and RL tasks considered in
this work, we adopted the additive update rule in which the new
circuit parameters are calculated according to θt+1

ij = θtij +Li×Qj .
Through this method, the information from previous time steps can be
kept in the form of circuit parameters and affect the VQC behavior
when a new input x⃗ is given. The output from the VQC can be
further processed by other components such as scaling, translation or
a classical neural network to refine the final results. The VQC used
in this paper is shown in Figure 2.
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Fig. 1: Hybrid Quantum Fast Weight Programmer (FWP)

IV. RESULTS AND IMPACT

In this research, we utilize open-source packages for our simula-
tions. Specifically, we employ PennyLane for constructing quantum
circuits and PyTorch for building the overall hybrid quantum-classical
models. We evaluate the proposed QFWP framework through both
time-series modeling and reinforcement learning (RL) tasks.



Fig. 2: VQC used in this paper.
TABLE I: Number of parameters in QFWP and QLSTM models.

QLSTM [5] QFWP
Classical Quantum Classical Quantum

Damped SHM/Bessel 5 144 111 16
NARMA5/NARMA10 5 288 111 16

a) Time-series modeling: We explore four distinct cases
(Damped SHM, Bessel function, NARMA5, and NARMA10), previ-
ously examined in related studies, to assess the performance of the
proposed QFWP against quantum RNN-based methods previously
reported in [5, 6]. The training and testing methodology follows the
approach outlined in [5, 6]. In essence, the model is tasked with
predicting the (N + 1)-th value, given the first N values in the
sequence. For instance, if at time-step t, the input to the model is
[xt−4, xt−3, xt−2, xt−1] (where N = 4), the model is expected to
generate the output yt, which ideally should closely align with the
ground truth xt. In all experiments regarding time-series modeling,
we set N = 4. The results of proposed QFWP and the QLSTM
baseline in the Damped SHM case are summarized in Table II. The
performance of QFWP in this context is comparable to the previously
reported results of a fully trained QLSTM model in [5]. While QFWP
does not surpass the fully trained QLSTM in performance, it is
noteworthy that the function-fitting performance is closely matched,
and QFWP is, in fact, a smaller model, as indicated in Table I. For

TABLE II: Results: Time-Series Modeling - Damped SHM

QLSTM [5] QFWP
Epoch 1 1.66× 10−1/1.35× 10−2 3.33× 10−1/3.26× 10−2

Epoch 15 2.89× 10−2/5.53× 10−3 7.21× 10−2/1.65× 10−2

Epoch 30 9.06× 10−3/3.41× 10−4 5.96× 10−2/1.34× 10−2

Epoch 100 2.86× 10−3/1.94× 10−4 1.09× 10−2/2.70× 10−3

the testing case of Bessel function J2. As indicated in Table III,
despite the smaller size of the QFWP model compared to QLSTM,
as reported in [5], the QFWP achieves performance closely aligned
with the previously reported QLSTM results. Notably, at Epochs 15
and 30, the QFWP model achieves training and testing losses lower
than those of the QLSTM. We further assess the QFWP’s capability

TABLE III: Results: Time-Series Modeling - Bessel Function J2

QLSTM[5] QFWP
Epoch 1 1.04× 10−1/1.66× 10−2 1.17× 10−1/1.58× 10−2

Epoch 15 2.30× 10−2/5.35× 10−3 1.22× 10−2/4.56× 10−3

Epoch 30 1.27× 10−2/2.42× 10−3 5.52× 10−3/7.80× 10−4

Epoch 100 6.97× 10−4/1.21× 10−5 8.57× 10−4/2.30× 10−3

in nonlinear time-series modeling by training and testing the QFWP
on the NARMA (Non-linear Auto-Regressive Moving Average) time
series [7]. The NARMA series that we use in this work can be defined
by [8]:

yt+1 = αyt + βyt

(
no−1∑
j=0

yt−j

)
+ γut−no+1ut + δ (1)

where (α, β, γ, δ) = (0.3, 0.05, 1.5, 0.1) and n0 is used to determine
the nonlinearity. The input {ut}Mt=1 for the NARMA tasks is:

ut = 0.1
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where (ᾱ, β̄, γ̄, T ) = (2.11, 3.73, 4.11, 100) as used in [9]. We
set the length of inputs and outputs to M = 300. In this paper,
we consider n0 = 5 and n0 = 10, NARMA5 and NARMA10
respectively. As indicated in Table IV and Table V, the QFWP model
achieves performance closely aligned with the QLSTM model results,
as previously reported in [5]. It is worth noting that the QFWP model
exhibits a smaller size than QLSTM, as detailed in Table I.

TABLE IV: Results: Time-Series Modeling - NARMA5

QLSTM[5] QFWP
Epoch 1 3.99× 10−3/4.07× 10−4 4.44× 10−2/3.48× 10−4

Epoch 15 3.30× 10−4/4.23× 10−4 2.99× 10−4/8.76× 10−5

Epoch 30 1.86× 10−4/2.06× 10−4 2.71× 10−4/1.57× 10−4

Epoch 100 9.85× 10−5/2.52× 10−5 5.15× 10−5/1.68× 10−5

TABLE V: Results: Time-Series Modeling - NARMA10

QLSTM[5] QFWP
Epoch 1 4.19× 10−3/4.71× 10−4 4.43× 10−2/9.00× 10−5

Epoch 15 3.35× 10−4/4.73× 10−4 4.95× 10−4/2.24× 10−4

Epoch 30 3.20× 10−4/3.74× 10−4 2.79× 10−4/1.56× 10−4

Epoch 100 2.59× 10−4/9.50× 10−5 2.58× 10−4/9.70× 10−5

b) Reinforcement Learning: In this work, we consider the
MiniGrid-Empty environment, a widely utilized maze navigation
framework [10]. The primary focus of our QRL agent is to craft
effective action sequences based on real-time observations, facilitat-
ing traversal from the starting point to the destination. Noteworthy
is the distinctive feature of the MiniGrid-Empty environment—a
147-dimensional observation vector denoted as st. This environment
offers an action spectrum, denoted as A, encompassing six actions:
turn left, turn right, move forward, pick up an object, drop the carried
object, and toggle. However, only the first three actions bear practical
significance within this context, demanding the agent’s discernment.
Furthermore, successful navigation to the goal endows the agent
with a score of 1. Yet, this achievement is tempered by a penalty
computed via 1− 0.9× (number of steps/max steps allowed), with
the maximum steps permitted set at 4×n×n, predicated on the grid
size n [10]. We consider the two cases with n = 5 and n = 6 in this
study. We consider the QLSTM-based QRL agent developed in the
works [11, 12] as the baselines. To improve the training efficiency,
we employ the asynchronous methods [13, 14]. We consider QLSTM
models with different number of VQC layers to evaluate how good
the proposed QFWP model is.
MiniGrid-Empty-5x5 As depicted in Figure 3, the QFWP with two
and four VQC layers surpasses all considered QLSTM models. The
QFWP not only attains higher scores but also achieves these results
more rapidly, as measured by the number of training episodes. For
instance, the QLSTM model with 10 VQC layers eventually achieves
the optimal score, but this accomplishment requires approximately
60,000 episodes. Additionally, we observe that QFWP models, once
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